Invisibility Cloak: Personalized Smartwatch-Guided Camera
Obfuscation

Xue Wang
University of California, Los Angeles
Los Angeles, CA, USA

Yang Zhang
University of California, Los Angeles
Los Angeles, CA, USA

xw526@ucla.edu yangzhang@ucla.edu
....................................... i ettt L o el S
I'7~" Raw Video
_Request,
Bounding Box “
N Users [
— Video Encoder
B v
Edge ne"“?e Associated ID
| :
Obfuscated IMU Encoder
Video
l . MSmartwatches 1

IMU &
Obfuscation

Request

Figure 1: Our system consists of a smartwatch app that streams IMU signals and obfuscation requests to an edge device, which
runs our user-device association algorithm. This system operates under the following standard security assumptions: all
wearable devices are fully compatible with the local camera system, and data on the edge device is secure from unauthorized

access and cyber-attacks prior to transmission to the cloud.

ABSTRACT

Cameras are in their golden age due to recent advances in visual Al
techniques that significantly extend the applicability and accuracy
of vision-based applications including healthcare, entertainment,
and security. In public environments, individuals usually have dif-
ferent and changing privacy preferences against their visual infor-
mation being shared with other entities. To accommodate these
varying user needs for visual privacy, we created Invisibility Cloak,
a camera obfuscation technique leveraging inertial signals collected
from smartwatches to guide an edge device to remove visual infor-
mation from camera recordings before they are streamed out for
cloud-based inferences. Specifically, a smartwatch user can select
an obfuscation level that fits their privacy preference in that context
and cameras in the environment will use smartwatch signals to
identify that user and remove visual information associated with
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the user. On the conceptual level, our system demonstrates a pri-
vacy design rationale which removes information to be shared with
a broader internet infrastructure (i.e., cloud) by providing more
information to a trusted local camera system (i.e., camera sensor +
edge computing device). We developed a custom data-association
pipeline and collected data from real-world configurations. Eval-
uation of our pipeline indicates a user identification accuracy of
95.48% among 10 individuals when our system is provided with
only 2 seconds of data.
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1 INTRODUCTION

Vision Al is becoming an increasingly practical approach to ad-
dress the workforce shortage by freeing human operators for safer
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supporting a level of anonymity that can protect users from identity
theft, tracking, or unwanted marketing.
Speci cally, smartwatches in our system yield arm movements

and more creative tasks. Recent advances in large language modelsOf their users which oftentimes exhibit uniqueness as users can

(LLM) have extended the applicability as well as lowered the engi-
neering e orts to apply vision Al in a wide array of use scenarios
safety, security, healthcare, entertainment, education, and beyond.

We have begun to see a huge wave of vision systems to be deployed,

especially in public environments, for their readily available use
cases. However, user privacy in the age of vision Al has been a
critical problem that impedes Al from being even more useful, due
to the lack of tools to support user privacy in vision systems.

People have di erent privacy preferences as vision Al prevails
[66. One might need a camera to log their activity, recommend-
ing the best time to inject insulin, while others do not want their
out t with an irritating propaganda slogan to be possibly leaked
and posted on social media. Accommodating various user privacy
preferences is di cult. As contexts change, the same user may have
varying privacy preferences, making it even more challenging to
accommodate personalized privacy con gurations. For a long time,
camera utilization has been approached in a binary manner either
deploying cameras in vision applications where privacy concerns
are minimal or banning them entirely in scenarios where privacy
is a major concern.

To address the tension between utility and privacy in camera-
enabled environments, recent research has proposed obfuscation
techniques that allow cameras to automatically identify and remove
privacy-sensitive information from their eld of view. For instance,
selective obfuscation methods leverage thermal signals from the
human body to detect and redact sensitive pixels before any data is
transmitted beyond the local devic@4, 34. These systems aim to
preserve application-relevant information while eliminating poten-
tially identifying content. Such approaches align with the principle
of obscurity a fundamental privacy mechanism that makes cer-
tain information less visible or accessible to unintended audiences.
In a world saturated with digital data, obscurity enables individuals
to participate in public or digital spaces while minimizing the risk of
being tracked, pro led, or exposed. It acts as a subtle cloak, o ering
protection without requiring users to withdraw entirely. However,
maintaining obscurity is increasingly di cult in the face of per-
vasive l0T systems and Al-driven analytics. Existing obfuscation
techniques remain limited in their ability to support personalized
privacy con gurations that adapt to each individual's context, high-
lighting the need for user-centric, dynamic approaches to visual
privacy.

To support ner-grained support for privacy preference down to
an individual level, we proposkvisibility Cloak a visual-inertial
system using IMU signals from smartwatches, a popular wearable
device, to allow cameras to identify and obfuscate users according
to their privacy preferences. Our system acts as a cloak, allowing
people to navigate these spaces with a reduced risk of their actions
being monitored, analyzed, or exploited. Individual-level privacy
accommodation in shared visual space helps individuals maintain
privacy without completely withdrawing from digital or public
spaces. And thus our system allows individuals to enjoy the bene ts
of digital interactions without fully exposing their personal data,

statically pose their body di erently (e.g., standing with both hands
down, vs. sitting with arm resting on a table) or engage in di erent
activities (e.g., typing vs. drinking) that lead to di erent kinetic
signatures. Our system identi es these unique biometrics for user
identi cation, with a custom matching pipeline based on cross-
modal contrastive learning. We conducted a series of evaluations,
including synthesized multi-user data consisting of individually
collected data from 10 users scripted with various daily activities
at In-Laband In-the-Wild locations. We also conducted a real-time
multi-user evaluation. Both evaluations indicated promising results.
For synthesized data, the average precisions of three evaluation con-
gurations (i.e., within-user, cross-user, and cross-scene), including
various activities and locations, exceed 94%, and no speci c preci-
sion falls below 93%. For real-time multi-user evaluation, average
precisions exceed 89% across all con gurations, including unseen
camera positions and activities. We also conducted investigations
on window length, handedness, camera position, seen vs. unseen
activities, usability study, and edge computing deployment to drive
further insights into our proposed methodology.

Our contributions are as follows:

Implementation of a novel interaction scenario where smart-
watches serve as privacy safeguards, guiding camera obfus-
cation based on individual privacy preferences.

New user-device association pipeline based on contrastive
learning, which demonstrated superior accuracy to the state
of the art.

Evaluation of system using a data synthesis approach in con-
cert with live multi-user data collection, yielding insightful
knowledge about current and future works.

2 RELATED WORK

2.1 Video Obfuscation Techniques

Privacy in video analytics can be protected using obfuscation tech-
niques applied before, during, or after recording. These methods can
prevent sensitive data exposure while preserving content utility.
Privacy risks can be mitigated at the physical level by prevent-
ing unauthorized recording, such as using mechanical lids that
automatically/manually cover the camerd$ 53 61] or by apply-
ing optical masking techniques on the sensor level]| Several
technigues obfuscate sensitive information during recording. For
example, 7] proposed a novel Privacy-sensitive Objects Pixela-
tion (PsOP) framework that can automatically perform personal
privacy ltering during live video streaming. The speci ed or sensi-
tive information is directly removed before storage or transmission
[51, 59 or only recording the designated targe®[]. In wearables,
privacy-aware eye trackingdZ uses di erential privacy to prevent
re-identi cation while maintaining functional gaze data.

Closer to our work, prior works investigated various post-capture
obfuscation techniques. Traditional blurring and pixelatiohq 32
47 reduce privacy risks but degrade usability. Selective obfuscation
[2] allows customizable ltering of sensitive objects, but struggles
with dynamic contexts. To enable personalized privacy, Cardea
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[50 employs context-aware privacy pro les that adjust in real time,
with gesture-based overrides. In 0T environments5[enables face
anonymization in video streams for protecting personal informa-
tion. In online conferencing, ZoomP3§ protects privacy-sensitive
participants while allowing recordings to be shared. Al-driven tools
[69 help blind users obfuscate private content in photos. Finally,
PrivacyLens 24 integrates RGB and thermal imaging to remove
personally identi able information (PIl) before video leaves the
device, ensuring privacy without post-processing artifacts.

2.2 Wearable Enabled ldenti cation and
Obfuscation

Additionally, the sensing scheme of our work intersects literature
leveraging wearables to enable user identi cation. Wearable devices
o0 er a promising platform for privacy-aware user identi cation by
sensing unique physiological and behavioral traits.

Motion-based approaches, such as Nod to Auéfj and HCR-
Auth [2(], authenticate users based on biometric data gathered
through head gestures via IMU sensors, o ering intuitive inter-
actions in VR/AR environments. Electrical sensing methods, like
those proposed by Cornelius et alLg, exploit body impedance to
capture internal biometric features without relying on visual input.
Ear-based techniques such as EarEct® &nd Voice In Ear 1§
utilize the anatomical structure of the ear and body-conducted vocal
vibrations for in-ear or bone-conduction authentication. Gait-based
approaches3] using ultra-wideband wearables enable passive iden-
ti cation by measuring inter-device body distances, requiring no
explicit user input.

Recent work also explores how wearables support sensor ob-
fuscation and privacy protection. Blindei6p proposes a feder-
ated learning-based approach for sensor data anonymization, using
variational autoencoders and discriminators to obscure private at-
tributes while retaining public utility. Similarly, 4] introduces
di usion-based obfuscation frameworks by adding synthetic sensor
data to the original one. In this case, the useful data is reserved and
the sensitive information is obscured. Moore et 8¢ proposed
an approach that anonymizes sensitive information captured by
wearable cameras to enable fall detection while mitigating ethical
and privacy concerns. These diverse strategies re ect the growing
emphasis on unobtrusive, user-centric, learning-based, and context-
aware mechanisms that dynamically balance privacy and utility.

2.3 Data Association Across Modalities

Many approaches leverage vision tracking, IMU, and wireless sig-
nals (e.g., WiFi) to facilitate fast and accurate localization of users,
with trade-o s in accuracy, availability, and ease of deployment.
One of the most common approaches is to integrate vision track-
ing with wireless signals. ViTag9 and Vi-Fi [33 link bounding

box sequences from vision trackers with IMU and Wi-Fi FTM data.
RFCam 11] improves robustness by fusing Wi-Fi CSI with video
analytics to match mobile devices to users in video footage. Simi-
larly, EyeFi fL7] aligns Wi-Fi motion trajectories with camera data,
enabling rapid, non-intrusive identi cation. IMU2CLIP3[] fur-
ther enhances user recognition by aligning IMU motion data with
egocentric video and text narrations through contrastive learning.
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Who Goes There3q identi es users by matching the silhouette
video clips with accelerometers in a multi-person environment.
Our data-association approach is related to prior motion-based
user-device association techniques. IDI@] identi es wearable
devices attached to di erent parts of the user's body. It associ-
ated camera-based pose data with IMU signals from wearables on
limbs such as the arms and legs. Their algorithm, based on pairwise
alignment optimization, was evaluated using a public dataset and
demonstrated promising results. The Martini Sync2f presents
a pairing mechanism also using IMU signals when two devices
perform the same movements. Closest to our work are systems that
identify users using their IMU signals under a camera. Tong et al.
[58 propose a multi-camera user identi cation system in which
smartphones are worn on users' chests as wearable IMU devices.
Henschel et al.27 present a system that uses visual-inertial data to
match and track multiple users in dynamic outdoor environments
(e.g., during soccer games or cross-walking), with the IMU sensor
attached at the users' hip height. Sun et &4 introduce a visual-
inertial fusion method to identify the single user among multiple
users who is holding a smartphone embedded with IMU sensors.
These systems assume that users follow distinct trajectories and
have been primarily evaluated in outdoor environments where
users have enough space for separate and continuous movement.
They may struggle in indoor scenarios where movements are more
free-form, subtle, or similar among users. In contrast, our system
uniquely leverages a smartwatch for user identi cation, achieving
superior performance through a novel learning-based data asso-
ciation pipeline despite nuanced user movements. To the best of
our knowledge, no prior work in data association has leveraged
smartwatches for camera obfuscation or investigated their utility
and trade-o s across real-world scenarios, highlighting the novelty
and contribution of our system.

3 SYSTEM DESIGN

Our system consists of two stages. The rst stage is user reidenti -
cation in shared environments, which establishes the association
between users and their devices while also determining which user
sent which obfuscation requests. The second stage is personalized
video obfuscation, which introduces hierarchical obfuscation op-
tions, allowing users to customize their privacy settings based on
their preferences and speci ¢ situations. Both stages happen on an
edge Al device located near the camera, before the processed data
is streamed out of the user's proximity or stored for longer terms.
These two stages are implemented through three parallel threads:
one receives IMU signals from smartwatches, the second listens
for obfuscation requests from individuals, and the third computes
user-device associations and applies video obfuscation based on
the processed results and received requests. Further details of these
threads can be found in Section 4. Below we list our design goals
which have been carefully considered in the selection of signals to
utilize and devices that generate these signals when developing our
system:

D1: our system should apply to the most common vision
devices and use commaodity devices for scalability.

D2: our system should di erentiate nuanced di erences in
user motions, allowing swift and accurate user re-identi cation.



UIST '25, September 28-October 1, 2025, Busan, Republic of Korea

D3: personalization of obfuscation should be accommodated
by our system providing users with various levels for camera
obfuscations.

D4: obfuscation level should be easily adjustable by the user
to quickly adapt privacy protection across user contexts.

3.1 User Re-ldenti cation in Shared

Environments

Various modalities have been explored for associating individuals
with their corresponding data in shared environments. Some pre-
vious work [9, 33 44 utilizes depth cameras, which provide 3D
information and can signi cantly improve user localization. How-
ever, most surveillance infrastructure only uses RGB cameras, and
depth information is often di cult to obtain. Other studies leverage
WiFi signals for identity association and localizatiof, [17, 29 46.
These systems, however, typically require speci ¢ hardware setups,
such as WiFi signal receivers installed in the environment. More-
over, indoor spaces with complex layouts or furniture can introduce
multipath e ects in WiFi signals, which degrade association accu-
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while preserving Vision Al's utility for situational awareness and
analytics for other usersi¥3).

In our proposed system, we de ne ve hierarchical levels of video
obfuscation, enabling users to choose a privacy con guration that
aligns with their needs and environmental context. Figure 1 (right)
illustrates the visual e ects of each obfuscation level, demonstrating
how the system dynamically adjusts the privacy granularity based
on user preference. These levels balance the trade-o between data
utility and personal privacy:

Raw The video is captured, stored, and transmitted without any
modi cation. This level is suitable for fully consenting environ-
ments where high- delity signals are necessary.

Masking Whole body regions are detected using YOLO-based
segmentation and overlaid with solid masks. This conceals identity-
revealing features while maintaining spatial and movement context.

Blurring Whole body regions are blurred to obscure identi able
characteristics while preserving motion and activity patterns as
well as some color information from clothes.

Inpainting The individual is removed from the video frame and
the background is synthetically lled in. This provides the highest

racy. GPS has also been used to associate devices with individualslevel of privacy by eliminating visual indicators of a user's presence.

[36, but it struggles to provide high resolution in small or crowded
areas. Bluetooth, RF, and audio-based approackg<d 42 o er
ner granularity than GPS but are limited in noisy or cluttered
environments.

Given these limitations, we adopt a camera-IMU association
strategy, leveraging inertial signals from wearables, particularly
smartwatches, to support user identi cation and localization. As
demonstrated in prior work 10, 21, 22 57, IMUs provide a reli-
able source of movement data that naturally aligns with visual
observations. Unlike external signal-based systems, IMUs are the
most common sensor on smartwatches, an increasingly popular
and ubiquitous commodity deviced(l). These IMUs are physically
worn on the user's wrist, capturing motion signatures that precisely
correspond to individual activities and body dynamics, even for
those with minute movements. This tight coupling between the
device and the user ensures a higher- delity identity association
signal 02).

3.2 Personalized Data Obfuscation

In shared environments such as o ces, campuses, or public build-
ings, users often hold varying expectations about how their data
should be processed and protected. Unlike in isolated settings,
shared spaces require negotiation and compromise to ensure fair-
ness among all userg(). Although some systems, such a39,
provide multiple levels of video obfuscation, they lack the ability
to identify users within shared environments, limiting their e ec-
tiveness in enforcing user-speci ¢ privacy preferences. To address
this limitation, surveillance systems must support exible, indi-
vidualized privacy con gurations that can accommodate diverse
user needs without introducing con icts among co-located indi-
viduals [14. According to Section 3.1, once users and devices are
correctly associated, our system should accurately identify and
localize individuals who initiate requests. Building on this founda-
tion, we propose a hierarchical video obfuscation framework that
allows users to customize how their visual presence is represented,

Skeleton Overlay After inpainting, a skeletal pose representa-
tion is rendered in place of the user. This enables functional activity
monitoring without exposing identi able appearance features.

3.3 Privacy Utility Trade-o s and Operational

Validity
User privacy needs are often dynamic, changing with context, time,
and location. In this case, individuals may have di erent require-
ments for privacy protection depending on the trade-o s between
privacy and vision-based Al functionality. For instance, a user might
pick Skeletornn a yoga class where their body postures need to be
logged for educational purposes. In contrast, the same user may
preferInpainting for stronger identity anonymity when entering
a grocery store using vision Al to track inventorietvisibility
Cloakis built on the principle that personal privacy protection and
Al-driven functionality can coexist, allowing vision-based Al to
maintain core functionality while respecting individual privacy
preferences. For instance, skeleton-level obfuscation only keeps
essential structural information required for applications like fall
detection or activity monitoring, while removing sensitive features
like nudity or facial expressions.

To support real-time responsive and personalized control, we
decided to accommodate users with an intuitive smartwatch in-
terface (Figure 1, left), designed and implemented on the Google
Pixel Watch 2. This smartwatch serves a dual purpose: it transmits
IMU signals for identi cation and localization, and it allows users
to send personalized privacy requests to nearby loT devices. Once
users send their desired obfuscation request, the edge device ap-
plies the selected obfuscation to their visual representation in the
video in real-time D4). Note that each individual is segmented and
processed independently, enabling personalized obfuscation even
when multiple users appear in the same scene.

Each obfuscation level inherently involves trade-o s between
utility and privacy. For example, whil®awdata provides the high-
est delity for behavior analysis, it exposes all visual identi ers.
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On the other hand|npainting and Skeletorprovide strong privacy
guarantees for individuals while still retaining adequate contex-
tual information to support many vision-based Al tasKswvisibility
Cloakthus o ers a exible mechanism for managing visual infor-
mation disclosure. By addressing both individual and contextual
privacy needs, it facilitates broader adoption of obfuscation tech-
niques within existing surveillance infrastructures, supporting both
functionality and privacy in real-world deployments.

4 SYSTEM IMPLEMENTATION

4.1 Self-Supervised Cross-Modality Contrastive
Learning

In the previous Section 3.1, we determined to use IMU recordings
and RGB video streams to perform user-device associations. How-
ever, these two modalities originate from fundamentally di erent
sensory inputs one capturing motion through inertial measure-
ments and the other through visual observations. The disparity in
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Figure 2: Feature encoder architectures for IMU and video
modalities. ) represents the number of frames in each track-
let. # denotes the number of individuals transmitting IMU
signals to the edge device, and" denotes the number of indi-
viduals detected in the last frame of the current tracklet. The
dimensions of the input vectors are as follows: 3gfor IMU
signals, 3. for arm keypoints, and 3; for bounding boxes. The
output feature dimensionalities are 5 for the IMU encoder
and & for the video encoder.

data representation poses a challenge in aligning them within @ head) may introduce confusion. Therefore, we speci cally focus on
shared feature space. To address this, we introduce a self-supervisedyyacking the wrist, elbow, and shoulder joints, as these are most

cross-modality contrastive learning framework to facilitate the as-
sociation. Note that contrastive learning has emerged as a power-
ful approach for aligning unlabeled data from di erent modalities
[13 37,458, and has been rst utilized for user-device association
through our system. The details of the feature encoders, contrastive
loss function, and the cross-modal association mechanism are dis-
cussed subsequently.

4.1.1 Feature Encoding for IMU and RGB Sequekgasrst step,

we employ feature encoders to extract representations for each
modality. The encoder structures for each modality are shown in Fig-
ure 2. For IMU data, we utilize linear accelerometer and gyroscope
recordings as input to capture the user's motion patterns. For RGB
streams (i.e., video), we rst apply the state-of-the-art YOLO11x
[2€ to extract bounding boxes and body keypoints, speci cally fo-
cusing on the wrists, elbows, and shoulders. These bounding boxes,
along with the corresponding arm keypoints, are then processed by
the video encoder, which transforms the spatial pose information
into feature representations.

IMU Encoder In Invisibility Cloak the IMU input contains the
linear acceleration and gyroscope data recorded via smartwatches.
The IMU Encoder consists of three main components: group nor-
malization, convolutional blocks, and a bidirectional GRU network.
Figure 2 (left) illustrates the IMU Encoder architecture. We set the
number of groups in group normalization to 2, corresponding to
the two types of signals linear acceleration and gyroscope. Each
convolutional block applies a 2D convolution with a kernel size of
3, followed by batch normalization, a ReLU activation function, and
dropout for regularization. The extracted spatial features are then
passed through a bidirectional GRU to model temporal dependen-
cies.

Video Encoder The video encoder extracts movement-based
features from RGB video frames by detecting individuals present.

aligned with the smartwatch's movement.

To capture dynamic motion information from each individual,
the video encoder rst computes motion vectors by measuring how
the positions of joints change between consecutive frames. Since
pose estimation can be susceptible to noise from shaking, occlusion,
or misdetections, some keypoints are not as reliable. To address this,
we designed a con dence-weighting mechanism that prioritizes
keypoints with higher con dence scores to mitigate this issue. The
same strategy is also applied to bounding boxes, ensuring that only
trustworthy detections in uence the motion tracking. After this
processing, the concatenated motion data calculated with keypoints
and bounding boxes is fed as input for further processing.

Following that, we adopt a video encoder architecture similar
to the one used for IMU signals but with separate branches for
bounding boxes and keypoints. The architecture of the video en-
coder is displayed in Figure 2 (right). For the keypoints, we set the
number of groups in group normalization to 3, corresponding to
the three types of keypoints (wrist, elbow, and shoulder). Group
normalization is not applied to the bounding box branch, as the
bounding box features are treated as a single, uni ed entity rather
than grouped components. Each branch then passes through its
own set of convolutional blocks. The extracted features from the
keypoints and bounding boxes are fused using a fully connected
layer before being fed into GRU layers for temporal modeling. The

nal video embeddings are a compact representation for each de-
tected person in the video, summarizing their visual and motion
characteristics, and these embeddings are then used for association
with IMU embeddings.

4.1.2 Contrastive Lod3ata association requires aligning features

encoded from di erent modalities within a shared latent space. To
achieve this, we adopt a linear projection strategy inspired by CLIP
[37 that maps both IMU and video features onto a unit hypersphere,

Each frame in the video stream is processed using a YOLO11x posewhere the cosine similarity can be directly computed for e cient

detection model to identify keypoints corresponding to body joints
and the whole body bounding boxes. Since the smartwatch is worn
on the wrist, keypoints from other parts of the body (e.g., legs or

association. As illustrated in Figure 3, we implement an IMU pro-
jection layer and a video projection layer that transform the IMU
and video embeddings into aligned representations. Each projected
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Figure 3: User device association model architecture.

IMU-video feature pair is labeled as either positive (i.e., matched
IMU and video signals from the same user) or negative (unmatched
signals). To train the model, we apply contrastive learning: positive
pairs are drawn from aligned IMU and pose embeddings, while all
other combinations serve as negative samples. During the model
training, we employ the symmetric INfoNCE los4J as the objec-
tive function. It encourages the model to learn robust cross-modal
associations by pushing matched IMU and video embeddings closer
together while pulling apart unmatched ones.

4.2 User-Device Association via Bipartite Graph

Once the cross-modal representations from the IMU and video en-
coders are aligned in the joint latent space, we establish associations
between them using a bipartite graph matching approach.

Let# be the number of IMU streams afid be the number of
video tracklets detected within the current time window. Of note
that# may not necessarily equdl , as some individuals may not
be transmitting IMU, or users who are transmitting data may be
temporarily out of the camera's eld of view. We rst compute the
cosine similarity matrix( 2 R* " between each IMU embedding
and video embedding, where each elementimuanti es how
well each IMU embedding matches with each video embedding.
The association problem is then formulated as a bipartite graph
matching problem §§. In this graph = f «+¢ g, the nodes
correspond to the IMU embeddings and the nodesepresent
video embeddings, with edge weights given by the similarity
scores. Our objective is to nd an optimal one-to-one matching
that maximizes the total similarity across all paired nodes. This
matching can be e ciently solved using the Hungarian algorithm
(also known as the Kuhn-Munkres algorithm3{). The algorithm
nds the set of pairs that maximizes the overall similarity score as
the sum of the similarity scores of all pairs in the matching.

4.3 Video Obfuscations

As detailed in the previous section, our system supports 5 levels
of video obfuscation optionsRaw Blurring, Masking Inpainting
with Skeleton Overlagndinpainting onlyto accommodate diverse
privacy preferences for people in di erent environments. In this

section, we describe how these obfuscation approaches are imple-

mented to enable real-time processing in edge devices in detail.

Wang, et al.

For lightweight and e cient obfuscation,Blurring and Masking

we leveraged traditional computer vision techniques that operate
directly on the segmented human body areas obtained from the
YOLO11x model. For scenarios requiring more advanced privacy
protection, such afnpaintingandSkeleton Overlaye employ deep
learning-based techniques that provide better context preservation.

Masking In the masking approach, a solid occlusion color (e.g.,
white or a user-de ned hue) is applied to the segmented region. This
is achieved by replacing the pixel values within the mask with the
occlusion color, thereby concealing the user's identity (including
face, body shapes, and clothing information) while preserving the
overall scene context. The operation is implemented via OpenCV
[7] built-in functions to ensure minimal latency.

Blurring Blurring is implemented by applying a box Iter over
the segmented region. Typically, a kernel size of @1 is used
to e ectively smooth out ne details while retaining coarse mo-
tion and structural information. This Iter convolves the masked
area with a uniform kernel, ensuring that identifying features are
obscured while the motion patterns are still preserved.

Inpainting The system runs a lightweight generative model
calledMobile Inpainting GANMI-GAN) [48 when a user requests
inpainting-based options. This model was pre-trained on the Places?2
dataset 9 and is optimized for real-time, high-quality, and com-
putationally e cient image inpainting. In the rst stage, the seg-
mentations of target users are determined for each frame. These
segmentations serve as masks and are fed into the model together
with the original frames. The model then erases the target users and
reconstructs the background that was previously obscured by them.
By processing frames individually and continuously, the system
generates a video in which the selected individual is entirely erased,
creating an e ect similar to an invisibility cloak reminiscent of that
depicted inHarry Potteywhich inspired our system name.

Skeleton Overlay For this obfuscation option, the system rst
applies inpainting to remove the user from the frame. Then, a
skeletal structure is overlaid on the inpainted image with pose
keypoints extracted during the tracking process. The skeleton is
rendered with color-coded lines, preserving the dynamics of the
user's movement but removing any identi able features.

4.4 Modality Synchronization and Truncation

Invisibility Cloakinvolves two modalities: RGB videos and IMU
signals. However, they are recorded at di erent sampling rates.
Video is recorded at 30 frames per second (FPS), while the IMU
sensors operate at 50 Hz. To align these rates, we rst extract the
timestamp for each video frame from its metadata and then identify
the closest corresponding IMU measurement based on its timestamp.
After this process, the IMU recordings are downsampled from 50
Hz to 30 Hz, aligning with the video FPS for further processing. The
durations of each user's performance under the same scenario are
di erent. Therefore, merging all users' recordings can lead to some
segments where only one user and one smartwatch are present,
especially in the last several frames. In such cases, association is
unnecessary. To address this, we only keep the synthesized multi-
user video and IMU streams where at least three users are presentin
the scene. Then the IMU recordings and synthesized video frames
are segmented into tracklets - sliding windows of xed length
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